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Abstract— The UCSB Allosphere is a 3-story high spherical
space in which fully immersive environments can be experienced.
It allows for the exploration of large-scale data sets in an
environment that is at the same time multimodal, multimedia,
multi-user, immersive, and interactive. The Allosphere isbeing
used for research into scienti�c visualization/auralization and
data exploration but also as a research environment for behav-
ioral/cognitive scientists and artists.

The facility consists of a perforated aluminum sphere, ten
meters in diameter, suspended inside a near-anechoic cube.
The Allosphere is being equipped with high-resolution active
stereo projectors, a complete 3D sound system with hundredsof
speakers and novel interfaces. Once fully equipped it will enable
seamless immersive projection and 3D audio.

In this paper we give an overview of the purpose of the instrument
as well as the systems that are being put in place to equip
such a unique environment. We also review the �rst results and
experiences in developing and using the Allosphere in several
prototype projects.

Index Terms— immersive environments, scienti�c visualization,
stereographic displays, 3D Audio, human-computer interaction,
spherical displays

I. I NTRODUCTION

The Allosphere is a novel environment that allows for syn-
thesis, manipulation, and analysis of large-scale data sets
providing multi-user immersive interactive interfaces for re-
search into scienti�c visualization, numerical simulations, data
mining, visual/aural abstract data representations, systems
integration and human perception.

Our intent is for the space to enable research in which art
and science contribute equally, and serves as an advanced
research instrument in two overlapping senses. Scienti�cally,
it is an instrument for gaining insight about environments into
which the body cannot venture: abstract, higher-dimensional
information spaces, the worlds of the very small or very
large, from nanotechnology to theoretical physics, from new
materials to new media. Artistically, the Allosphere is an
instrument for the creation and performance of new works and
expressive instruments, and the development of new modes
of immersion-based entertainment, fusing art, architecture,

Fig. 1: Virtual model of the Allosphere space in the California
Nanosystems Institute building at UCSB. (The beach is just to
your left.)

science, music, media, games, and cinema. Examples of such
applications will be given in section V.

The Allosphere is situated at one corner of the California
Nanosystems Institute building at the University of California
Santa Barbara (see virtual model in Figure 1), surrounded bya
number of associated labs for visual/audio computing, robotics
and distributed systems, interactive visualization, world mod-
eling, and media post-production.

The building is the culmination of �ve years of research,
design and construction. The Allosphere space is a three-story
high near-to-anechoic cube1 containing a spherical screen,
ten meters in diameter (see Figure 2). The fully functional
sphere environment is being designed by integrating several
visual, sonic, interactive, and immersive components. The
Allosphere is one of the largest immersive instruments in
the world, being able to accommodate up to 30 people on a
bridge suspended in the middle of the instrument. Once fully
equipped it will contain unique features such as true 3D 4p

1An anechoic space is de�ned as that for which sound waves are not
re�ected in any of its surfaces, yielding a neutral or ”dead”space from an
acoustic perspective. Although the allosphere is not fullyanechoic, we have
measured RT60 times of 0.45 seconds or less across audible frequencies.



2

(a) Schematic view of the Allosphere highlighting all accessible areas(b) View of the Allosphere as seen from the entrance at the bridge level
provided by our own simulation

Fig. 2: The Allosphere: schematic view and view provided by our own simulation (for visibility purposes the screen segments
above the bridge have been omitted

Fig. 3: Horizontal section of the Allosphere. Note the non-
parallel and acoustically treated surfaces surrounding the
sphere. Note also that the Allosphere is not a perfect sphere
but rather two hemispheres separated by the bridge.

steradians projection of visual and aural data, or sensing and
camera tracking for interactivity.

The space consists of a 3-story empty cube that is treated
with extensive sound absorption material (4-foot wedges on
almost all inner surfaces) making it one of the largest near-to-
anechoic chambers in the world. Standing inside this chamber
are two 5-meter-radius hemispheres constructed of perforated
aluminum that are designed to be optically opaque (and have
low optical scatter) and acoustically transparent. Figure3 is a
detailed drawing showing the Allosphere as seen from above.

The instrument is being equipped with 14 high-resolution
video projectors mounted below the bridge and around the
seam between the two hemispheres, projecting on the entire
inner surface. The loudspeaker array is suspended behind the
aluminum screen, hung from the steel infrastructure in rings
of varying density.

II. B EYOND 3D IMMERSION

The Allosphere adds a new data point to the list of the
world's largest and potentially most precise immersive 3D
environments, such as the newly upgraded 24 projector C6
CAVE at the Virtual Reality Applications Center at Iowa State
University, the Fakespace FLEXT installation at Los Alamos
National Laboratory, which is a 33 projector 5-wall CAVE
with 43M pixels in a 15x10x12ft room, the Samuel Oschin
Planetarium at the Grif�th Observatory in Los Angeles with its
E&S Digistar 3 full dome laser projection system with claimed
8kx8k = 64M pixel resolution in its 75 foot diameter dome,
the Denver Museum of Nature & Science Gates Planetarium
dome 2 with approximately 10M pixels from 11 projectors,
and the Louisiana Immersive Technologies Enterprise center
with its 8.8M pixel 6-sided CAVE and smaller curved display
immersive theater and conference room.

With its unique spherical shape, its high sensory resolution,
and its immersive multi-modal capabilities, the Allosphere
represents in many senses a step beyond already existing
virtual environments such as the Cave [1], even in their
more recent “fully immersive” reincarnations [2]. It enables
seamless immersive projection, even in non-stereo-optic mode
and room geometry does not distort the projected content.
Stereo-optic 3D viewing/listening is possible for a large set
of users, since the audio and stereovision ”sweet spot” areais
large but restricted to the bridge.

2http://www.dmns.org



3

Central 
Control

A/V Projection
Sub-system

Display
Subsystem

P,A.
Subsystem

Audio
Subsystem

Visual
Subsystem

Vis. Capture
Subsystem

Audio Capture
Subsystem

A/V Capture
Subsystem

Databases

Networking

Streaming /
Compression

(Allo)

(Allo.A.C)

(Allo.AV.C)

(Allo.V.C)

(Allo.V) (Allo.A)

(Allo.NW)

(Allo.DB)

(Allo.V.D)

(Allo.AV.P)

(Allo.St)

(Allo.A.PA)

Wireless &
Other Sensors

(Allo.S)
Video or video
 control signal

Audio or audio
 control signal

Mixed 
audio/video signal

Projectors

(Allo.V.D.P)

Loudspeakers

(Allo.A.PA.L)

Microphones

(Allo.A.C.M)
Cameras

(Allo.V.C.C)

Fig. 4: The Allosphere Components and Sub-systems: Visual, Audio,Control, Sensing

The main technical and functional innovations of the instru-
ment when compared to existing immersive environments can
be summarized in the following:

* It is a spherical environment with a full 4p steradians
of stereo visual information. In this sense it resembles
state-of-the-art visual systems such as the CyberDome
[3] but on a different magnitude scale. The Allosphere
seamless surround-view design provides an extreme sense
of immersion with little encumbrance and limited distor-
tions away from the center of projection or tracked user.
It is known that spherical immersive systems enhance
subjective feelings of immersion, naturalness, depth and
“reality” (see [4], for instance).

* Its size makes it possible for a number of users to be
active in the environment at once (up to 30 people on
the bridge) and to effectively collaborate on an analysis
task. We have seen experimentally that 3D stereo is
perceived with quality throughout the bridge. Besides,
for appropriate content, there is no need for viewpoint
adaptation3.

* It is fully multimedia as it combines state-of-the-art
techniques both on virtual audio and visual data spa-
tialization. The spherical screen is placed in a carefully
designed near-to-anechoic chamber and is perforated to
enable spatialized audio from a planned 425 (currently
32) speaker system behind it. There is extensive evi-
dence of how combined audio-visual information can
help information understanding [5], though most existing
immersive environments focus on presenting visual data.

3In both cases, this is due to the separation of the users from the projection
screen so this is true as long as users located on one of the ends of the bridge
do not focus attention on the screen surface closest to them.Note that this is
similar to theImax effectwhere a large number of users can view good-quality
3D images as long as they are far enough from the screen.

* The space was designed as an intrinsically multi-modal
interaction environment [6], including camera tracking
systems, audio recognition and sensor networks.

* It is designed to be a pristine scienti�c instrument – e.g.,
the containing cube is a large near-to-anechoic chamber
and the details such as room modes or screen re�ectivity
have been included in the building design discussions.

Although the space is not fully equipped at this point, we have
been experimenting and prototyping with different equipment,
system con�gurations, and applications that present different
requirements4. Since this is a research instrument – rather
than a performance space – that has unique requirements and
research questions, the system will be an evolving prototype
rather than a �xed installation. We envision the instrumentas
an open framework that is undergoing constant re�nement with
major releases signaling major increments in functionality.

A. A truly Multimedia/Multimodal System

The diagram depicted in Figure 4 illustrates the main sub-
systems and components in the Allosphere as well as their
interactions.

The diagram is a simpli�ed view of the integrated multi-
modal/media system design where the interaction among the
various media data (visual, aural, and interactive) is dependent
on the �nal system architecture and even on the particular
individual applications to be hosted.

The remainder of this document will describe each of those
components and subsystems as well as the way they interact
and the basic guidelines upon which future design and imple-
mentation decisions will be taken. In particular, in Sections III

4In section V we detail the current state of the system.
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and IV we will give a more detailed overview of the visual
and audio subsystems (Allo.V and Allo.A), concentrating on
the generative aspect, especially on the graphics side. In the
following paragraphs we will brie�y outline the rest of the
components.

A typical multi-modal Allosphere application (here calledAllo
for short) will integrate services running on multiple hosts on
the LAN that implement a distributed system composed of the
following elements:

- input sensing (camera, sensor, microphone)

- gesture recognition/control mapping

- interface to a remote (scienti�c, numerical, simulation,
data mining) application

- back-end processing (data/content accessing)

- output media mapping (visualization and/or soni�cation)

- A/V rendering and projection management.

The basic requirements above con�rm the fact that off-the-
shelf computing and interface solutions are inadequate. Allo-
sphere applications not only require a server farm dedicated
to video and audio rendering/processing, but also a low-
latency interconnection fabric so that data can be processed on
multiple computers (in a variety of topologies) in real time,
an integration middleware, and an application server that lets
users manipulate the system and their data in a �exible and
meaningful way.

Input sensing is an important component of Allosphere appli-
cation. Users can currently interact with the Allosphere via
custom built devices, camera based infrared tracking, game
controllers, and touch sensors on the rails of the bridge. The
coupling of infrared tracking with control devices allows users'
positions to be monitored as they traverse the bridge of the
Sphere while simultaneously allowing them to manipulate
virtual objects in three dimensional space. We use the Pre-
cision Position Tracker system from WorldViz to determine
user position while Logitech game controllers and Wiimotes
provide controls for user interaction.

In the �nal design we plan on having a multimodal human-
computer interaction (HCI) subsystem with the following
components:

- real-time vision and camera tracking (related toAllo.V.V)

- real-time audio capture and tracking (related toAllo.A.C)

- a sensor network including different kind of regular
wireless sensors and input devices as well as other
presence and activity detectors such as biosensors (related
to Allo.SN).

The computation system will consist of a network of dis-
tributed computational nodes. Communication between pro-
cesses is accomplished using standards such as the Message-
Passing Interface (MPI) [7] and the Open Sound Control
(OSC [8]) protocol. The Allosphere network (Allo.NW) has
to host not only this kind of standard/low-bandwidth message

passing but also multichannel multimedia streaming. The suit-
ability of Gigabit Ethernet or Myrinet versus other proprietary
technologies is still under discussion. In our �rst prototypes
using Chromium [9] to distribute rendering primitives, Gigabit
Ethernet proved suf�cient but our projections show that this
will become a bottleneck for the complete system, specially
when using a distributed rendering solution is used to stream
highly dynamic visual applications.

III. T HE V ISUAL SUB-SYSTEM

This section addresses the visual subsystem of the Allosphere
including the projection and the image generation and render-
ing components.

A. Projection

The main requirements for the Allosphere visual sub-system
are �xed both by the building construction and constraints
and the �nal quality that is targeted. The sphere screen area
is 320.0 m2 and its re�ective gain, FOV averaged is 0.12. For
a good performance we need a minimum of 3 arc minutes of
angular resolution, although ideally 1 arc minute should be
targeted. In terms of light level we need 50 trolands although
that number can be limited to 30 when projecting active stereo.

With these requirements we have designed a projection system
consisting of 14 3-chip DLP active stereo projectors that
are capable of a maximum 3000 lumens output and SXGA+
resolution (1400x1050). The projectors are being installed with
an effective projector overlap/blending loss coef�cient of 1.7.

In the following paragraphs we will outline the features that
such a system will yield. The conclusions have been drawn
from both simulations and on-site tests. For the simulations
(see Figure 5) we developed our own simulation environment
using Oliver Kreylos' Vrui VR Toolkit [10]. This simulator
allows to interactively design projector location and coverage
in the Allosphere and measure the effect of the projector
characteristics. As for the on-site tests we started with a single
active stereo projector (see Figure 6) and brought the visual
system up to the 4 projectors con�guration that is detailed
in section V. For these tests we have used a complete range
of projectors going from 2K to 10K lumens and including
accessories such as �sh-eye lenses.

1) Image Brightness:One of the important design goals for
the Allosphere is to make it user-friendly and usable for
extended periods of time. Unacceptably low levels of bright-
ness cause eye fatigue or severely restrict the type of content
that can be displayed. Without yet considering the stereo
requirement the projected system yields 42,000 lumens and a
screen luminance (full white) of 9.26 cd/m2. For comparison,
the luminance of a typical good quality multimedia Dome is
recommended between 0.686 and 5.145 cd/m2 [11]

According to our simulations and on-site tests, 42,000 lumens
of input �ux produce very close to optimal results. Besides,
augmenting the light �ux above this level has several undesired
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Fig. 5: Different views from the interactive simulator we have developed for placing projectors and experimenting with
different coverage models. With this tool we can simulate different projector models with different coverage and experiment
with positioning and tiling.

Fig. 6: Testing the Allosphere projection with a single 2K
active stereo projector (with backlighting on to show the
screen structure).

effects, namely cross-re�ection and ghosting due to back-
re�ection.

2) Stereoscopic Display:The performance of the Allosphere
in stereo mode depends on the choice of the stereo display
technology. Nevertheless, passive polarization-based methods
are ill-suited for the Allosphere due to the surround natureof
the double concave screen and the non-polarization-preserving
material.

Light losses from stereo projection are substantial. The design
requirement for stereo projection brightness level is 30 trolands
at 50% RGB average. Stereo projection mode falls below
the theoretical eyestrain threshold with our projected 42K
lumens total projector �ux. Nevertheless our �eld studies
have indicated that this level of brightness in stereo mode is
still perceived as high quality and allows continuous working
times of beyond 60 minutes after some adaptation period.
As a matter of fact, the main cause of eyestrain in stereo
mode is active shuttering itself and this is not correlated with
luminance.

3) Contrast Ratio: Contrast loss due to diffused scattering
has represented a serious problem for the projection system
design. Lowering the screen gain would reduce the secondary
re�ections proportionally to the square of the screen paint
gain and would translate to a corresponding increase in image
contrast. Nevertheless, this would have the unwanted effect
of requiring more input light �ux therefore increasing back
re�ections (due to the screen perforation), heat, and noise.
The screen gain has been determined after several tests and
simulations, taking into account experiences in similar venues
(mostly state-of-the-art planetariums such as the Hayden in
New York or the Gates Planetarium in the Denver Museum of
Natural History).

The screen paint has FOV-averaged gain of 0.12 with a peak
value of 0.24, which will, according to the simulation, produce
maximum contrast ratio of about 20:1 for images with 50%



6

total light �ux input.

4) Screen Resolution:The resulting visual resolution for the
Allosphere is a function of the total number of pixels available
and the projector overlap factor, which is calculated to be 1.7.

The spatial acuity of 20/20 eyesight is 1MAR or 30 line pairs
per degree5. Nevertheless resolutions down to 3 arc minutes
are reported as high quality unless a better reference point
is available. As explained in [11] by taking the center of the
(hemi)sphere as a common view point we can infer the number
of pixels for a given resolution independently of the screensize
or diameter. A limit 3 arc minute resolution requires 20 million
pixel spread over a full sphere. The projected con�guration
with 14 projectors has 19.2 Mpixels which corresponds to the
desired resolution.

5) Image Warping and Blending:The Allosphere projection
system requires image warping and blending to create the
illusion of a seamless image from multiple projectors. The two
places where image warping and blending may be performed
are the graphic cards on the image generation system and at
the video projectors.

Most modern simulation-oriented video projectors support
some form of warping and blending. This approach is very
convenient, often resulting in the best image quality, and it is
typically combined with color correction and whatever other
processing the projector has to do for its internal purposes. A
negative side-effect of this technique is the fact that the projec-
tor has to buffer an entire frame before being able to process
it. Another downside is that projector-based warping/blending
are encoded into proprietary software that is hard to access
and extend.

In the case of computer-side warping/blending graphical ren-
dering hardware performs frame warping and edge blending
after the frame buffer is rendered. This consumes additional
resources that may otherwise be used to render polygons. For
this same reason specialized hardware is usually preferred.
But such hardware is costly and proprietary, and calibration
procedures become more complex. The bene�t of computer-
side warping is the reduced latency because the video projector
does not need to buffer an entire frame before displaying
it. Nevertheless, although some LCD projectors are able to
display images with latencies as low as 3ms DLP projectors
require a frame buffer no matter what due to the nature of the
DLP technology.

In the Allosphere we have decided to start-off with a projector-
side warping/blending solution that is readily available and
solves many but not all of the Allosphere requirements. In
parallel we are working in extending and adapting existing
solutions such as [12] to the case of a full spherical surface.

6) Latency and Frame Rate:All latencies occurring, from af-
ter the start of rendering to the image appearing on the screen,
must be considered in the Allosphere system design. The
literature indicates that unpleasant side-effects appearabove

5This is the average spatial acuity in “regular” conditions as spatial
resolution is a function of both contrast ratio and pupil size

120ms total system latency for interactive VR applications.
Below this value, the lower the latency, the more accurate and
stress-free the interaction becomes. In general, a total system
delay of 50ms is considered to be state-of-the-art.

Besides, in order to deliver �icker-free active stereo a frame
rate of at least 100 Hz must guaranteed.

B. Image Generation and Rendering

The following paragraphs describe the image generation sub-
system which includes the computers and the software that
generates video signals which then are transported by the
interconnect subsystem to the video projectors. In order to
meet our requirements we needed an image generation system
capable of producing 20 million pixels, through 14 channels.
The system should support resolutions of at least XVGA+,
should offer active stereo support as well as framelock capa-
bilities for synchronizing all channels.

From these requirements we have designed a rendering clus-
ter made up of 7 HP-9400 workstations, each of which is
equipped with an NVDIA FX-5500 and a G-sync card for
frame-locking.

As far as the software component is concerned, in order to gen-
erate large multi-tile immersive displays different techniques
and tools are possible (see [13]). Nevertheless the Allosphere
poses some unique problems that are still matter of research,
namely:

* Tiles are irregularly shaped and curved

* The projection screen is a full continuousquasi-sphere,
which adds a wrap-around problem.

* Because the Allosphere is strictly speaking not a perfect
sphere, but rather two hemispheres separated by the
bridge, warping solutions such as the one presented in
[12] are not directly applicable.

* Projection should allow for active stereo to work reason-
ably well in most �eld of view for an arbitrary viewer

* As �exibility is one of the key design parameters of
the instrument, time to adapt a legacy application to the
Allosphere should be minimized

* A middleware layer should be offered to allow for
display of content of any OpenGL application, even when
source code access is not granted.

Some of these requirements are still to be accomplished
and are in fact being addressed by our current research and
development. Nevertheless, our �rst experiments and results
point out that a two-way approach is recommended:

For those applications in whichno source is availableor in
which viewpoint information is not “relevant”for rendering a
convincing 3D immersive scene (most scienti�c visualization
packages that render abstract data) we are using a distributed
rendering solution based on Chromium [9]. In this case a
single master runs the application and performs early rendering
stages, of�oading the rendering of the speci�c viewpoints to
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appropriate slaves. This is the solution that is being used for
the NanoCAD application (see section V).

In those applications for whichsource code is availableand re-
quire of completeviewpoint-dependent renderingan approach
based on distributing the whole application is used. In thiscase
the master manages the application state and processes user
input from the interface. Rendering is performed completely
on the slaves, which receive information of the application
state and have knowledge of their particular viewpoint and
rendering tile. This is a similar approach to that used by VR
libraries such as Syzygy [14] or VRJuggler [15]. This is is the
solution used in the AlloBrain project (see section V).

Other intermediate solutions distributing 3D objects using
either Open Scene Graph or OpenSG are also possible and
are currently being explored .

IV. T HE AUDIO SUB-SYSTEM

One of the unique features in the Allosphere is that it offers
a symmetrical ”multimedia” immersive space; 3D immersion
is not only offered through its visual but also its aural
capabilities. The design and development of the audio software
and hardware subsystems for the Allosphere has been a multi-
year project in itself.

Our goal for the Allosphere is to build an immersive interface
that provides “sense-limited” resolution in both the audio
and visual domains. This means that the spatial resolution
for the audio output must allow us to place virtual sound
sources at arbitrary points in space with convincing synthesis
of the spatial audio cues used in psychoacoustical localization.
Complementary to this, the system must allow us to simulate
the acoustics of measured or simulated spaces with a high
degree of accuracy (high spatial �delity).

In order to provide for “ear-limited” dynamic, frequency, and
spatial extent and resolution, we require the system to be able
to reproduce in excess of 100 dB sound pressure level near
the center of the sphere, to have acceptable low- and high-
frequency extension (-3 dB points below 40 Hz and above
18 kHz), and to provide spatial resolution on the order of 3
degrees in the horizontal plane, and 10 degrees in elevation. To
provide high-�delity playback we require an effective signal-
to-noise ratio that exceeds 80 dB, with a useful dynamic range
of more than 90 dB.

To be useful for data soni�cation [16] and as a music
performance space, the decay time (the “T60 time”) of the
Allosphere must be less than 0.75 seconds from 100 Hz to 10
kHz. This is primarily an architectural feature related to the
properties of the aluminum screen and the sound absorbing
treatment in the anechoic chamber. We have carried out and
published detailed measurements of the �nished Allosphere
space, its treatment, and the projection screen's acoustical
properties [17]. We used a variety of synthetic and explosive
sources, and careful multi-microphone placement to ascertain
the effects of having the aluminum sphere in our anechoic
chamber. The space's wide-band T60 time of 0.45 seconds

means that we can dissipate and absorb energy we introduce
into the sphere, and the mirrored-microphone measurements
con�rm that the sphere itself is quite acoustically inert.

A. Spatial Sound Processing

There are three techniques for spatial sound reproduction used
in current state-of-the-art systems: (1) vector-base amplitude
panning (VBAP) [18] , (2) the ambisonic representation and
processing [19], and (3) wave �eld synthesis (WFS) [20], [21].
Each of these spatialization techniques provides a different set
of advantages and presents unique scalability and complexity
challenges when scaling up to a large number of speakers or
virtual sources.

VBAP [18] is a signal processing technique by which a sound
source can be located in the space by setting the balance of
the audio signal sent to each of several speakers, which are
assumed to be equidistant from the listener. The technique's
main drawbacks are that it does not include a model of a
direct distance cue, and that it does not support sound sources
inside the loudspeaker sphere. Members of our research group
implemented a system in which the user can move and direct
a number of independent sound sources using a data glove
input device, and play back sound �les or streaming sound
sources through VBAP, using a variable number and layout of
loudspeakers speci�ed in a con�guration �le [22].

Ambisonics [23] is a technique to synthesize a spatial sound-
�eld by encoding sound sources and their geometry and
decoding them using the ambisonic transform, a multi-channel
representation of spatial sound �elds based upon spherical
harmonics. One of the main advantages of this technique is
that it scales very well for large number of moving sources.
However, and just like with VBAP, sound source positions
inside the loudspeaker ring cannot be recreated directly. As
with VBAP, graduate researchers from our group have imple-
mented higher- (up to 11th-) order ambisonic processing and
decoding in C++ [24] and also in the Max/MSP framework
[25]. In order to adapt Ambisonics to a navigable environment
such as the Allosphere we implemented multiple distance cues
(which are not inherently modeled in ambisonics) and a source
radiation pattern simulation.

Finally, wave�eld synthesis (WFS) recreates wave fronts with
large arrays of loudspeakers by building on the Huygens
principle of superposition. Although this powerful technique
can produce very detailed sound �elds, including for sources
inside of the speaker ring, in its current implementations it has
two practical drawbacks: First, it generally requires off-line
computation that limits its usefulness in virtual environments
where real-time response is needed; and second, it does not
natively allow for speaker con�gurations in more than 2
dimensions. Members of our team have developed a different
method in which WFS �lters are calculated in real time per
each sample with a small computational overhead [26]. In
order to obtain hi-�delity hi-performance 3D effects, we can
combine wave�eld synthesis in the horizontal plane with any
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other technique for the vertical plane using the framework
presented below.

The Allosphere supports the use of any of these techniques for
sound spatialization or even a combination of them. In orderto
support this, we have developed a generic software framework
[27] in which different techniques and speaker layouts can be
combined and interchanged with little effort. This framework
is based on our own Metamodel for Multimedia Processing
Systems (4MS) [28] and was implemented on top of CREATE
Signal Library (CSL) [29]. The framework offers different
interface layers with increasing level of complexity but also
�exibility. In its simplest interface the user is only responsible
for determining the sound source position and providing
the raw audio material; everything else (such as technique
and loudspeaker con�guration) is determined automatically.
However using other layers of interface the user can determine
details such as the spatialization algorithm or the �lters.

Based on our testbed applications for the spatial sound pro-
cessing components, we were able to evaluate the scala-
bility of our C++ implementations of the three canonical
spatialization techniques according to a multidimensional load
model (number of sources, amount of source motion, source
radiation patterns, number of output channels, ”room” and
reverberator model, and server and IO partitioning), charac-
terizing their performance in several relevant resource met-
rics (CPU/FPU/GPU processing load, memory footprint and
cacheing, IO bandwidth, ease of partitioning and distribution)
[30]. Each of the algorithms have different pro�les of load
conditions where they scale quite well, and different break-
down modes where they require ever-increasing CPU power,
RAM, or network bandwidth.

B. Speaker System

It has been a major project to derive the optimal speaker
placements and speaker density function [24]. The loudspeaker
count and con�guration must support any of the above listed
spatial audio techniques and this implies high speaker density.
Our driver placement design comprises 425-512 speakers
arranged in several rings around the upper and lower hemi-
spheres, with accommodations at the “seams” between the
desired equal and symmetrical spacing and the requirements
of the support structure. The loudspeakers are mounted behind
the screen.

We have projected densely packed circular rings of speaker
drivers running just above and below the equator (on the order
of 250 channels side-by-side), and 2 smaller and lower-density
rings concentrically above and below the equator. The main
loudspeakers have limited low-frequency extension, in the
range of (down to) 200-300 Hz. To project frequencies below
this, four large sub-woofer(s) are mounted on the undersideof
the bridge.

At this moment, because of timing and construction con-
straints, we have installed a prototype system with only 32
full range speakers installed along the three different rings

mentioned above and two subwoofers under the bridge. Those
speakers are connected to the computer via Firewire audio
interfaces that support 16 channels. The eventual audio output
hardware will consist of several synchronized output streaming
servers on a switched network, each supporting multiple 64-
channel FireWire or optical audio interfaces using the MADI
protocol to send audio to the distributed speaker banks.

V. TESTBEDAPPLICATIONS

The Allosphere's function is the analysis, synthesis, simula-
tion, and processing of complex multidimensional data in an
interactive and immersive environment. Content and demand
will drive the technological development just as it has driven
its design and conception. For those reasons, speci�c applica-
tion areas are essential in the development of the instrument as
they de�ne the functional framework in which the instrument
will be used.

In the �rst iteration over the prototype we have set up an
environment consisting of the following elements:

* 4 active stereo projectors (Christie Digital Mirage
S+3K), 4000 ANSI lumens, DLP

* 2 rendering workstations (HP 9400), AMD Opteron
64@2.8Ghz, NVidia Quadro FX-5500

* 1 application manager + Audio Renderer (Mac Pro),
Intel Xeon Quad Core @3Ghz

* 2 16-channel �rewire audio cards.

* 32 full-range speakers + 1 subwoofer

* Precision Position Tracker system from WorldViz

* Logitech game controllers, Wiimotes, and several
custom-developed wireless interfaces for user interaction.

The research projects described below make use of this pro-
totype system to test the functionality and prove the validity
of the instrument design. All of them are being developed
by integrated teams of scientists, engineers and media artists
and they serve a double goal: on the one hand they allow
scientist to perceive their data in completely different ways;
on the other hand they offer media artists the possibility of
converting abstract models and data sets into pieces of art.
As a result they also offer the possibility of presenting hard
science problems to the general public.

The AlloBrain is a project under the artistic direction of
Marcos Novak, digital artist andtransarchitect. The project
reconstructs an interactive 3D model of a human brain from
macroscopic, organic data sets that are in fact fMRI data
from Novak's brain[31]. The current model contains several
layers of tissue blood �ow, and we have created an interactive
environment where twelve agents navigate the space and
gather information to deliver back to the researchers. The
simulation contains several generative audio-visual systems.
These systems are stereo-optically displayed and controlled
by two wireless (Bluetooth) input devices that feature custom
electronics, integrating several MEM (Microelectromechani-
cal) sensor technologies.
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Fig. 8: Rendering of a 1M atoms silicon nanostructure on
real-time on a single CPU/GPU as shown in the Allosphere

The �rst controller allows the user to navigate the space using
6 degrees of freedom. The second one (see Figure 10) contains
twelve buttons that command the twelve agents. This same
controller also allows to move the ambient sounds spatially
around the sphere. Its shape is based on the hyperdodeca-
hecron, a 4-dimensional geometrical polytope, and the �nal
object represents its shadow projected into 3 dimensions. It
was developed using procedural modeling techniques, and
constructed with a 3-D printer capable of building solid
objects.

Using these controls and the immersive qualities of the Allo-
sphere associated neuroscientists have been able to explain the
structure of the brain to a varied audience. Also this virtual
interactive prototype, which at the time of this writing is
our most mature project, illustrates some of the key issues
in the Allosphere such as multimedia/multimodal computing,
interactive immersive spaces and scienti�c data understanding
through art. The Allobrain has been featured as an art work
in several exhibitions6. Also, Novak's work in the Allosphere
has been featured in several arts and architecture forums (see
[32], for instance) and is already being studied by digital art
researchers [33]. Apart from these art forums the Allobrainhas
been showcased in the Allosphere to general public ranging
from elementary students to researchers in theoretical Physics.

In another project, we are developing an immersive and
interactive software simulation of nano-scaled devices and
structures, with atom-level visualization of those structures
implemented on the projection dome of the Allosphere (see
�gure 8). We are implementing some of our scienti�c part-
ners algorithms and models such as molecular dynamics and
density functional theory on high-end GPU's, which allow for
enough speed-up to provide for real-time interaction with the
simulation.

6For instance, it was featured at an early stage in the Arts Exhibition of the
2006 ACM Multimedia Conference; in the opening of the iWeb/Protospace
Lab of the Department of Architecture at Delft University, with a live
and networked performance connecting both spaces; and in the exhibition
”Speculative Data and the Creative Imaginary: Shared Innovative Visions
between Art and Technology” organized June 2007, in the National Academy
of Sciences Gallery, Washington DC, in the context of the 6thCreativity and
Cognition Conference.

In the quantum visualization and soni�cation project lead
by composer and digital artist JoAnn Kuchera-Morin an
audio synthesis model of electronic measurements on a
quantum dot is proposed. The model is a literal interpre-
tation of experiments probing electron spins precessing in
the nanometer structures, undertaken by Physicist, Professor
David Awschalom and his research group [34] in the Center
for Spintronics and Quantum Computation7. The physical
experiment from which the model is derived is a pump
probe measurement of coherent electron spin in a quantum
dot. The mathematical model of the experiment is mapped
directly using wavelength as the basis for transposing optical
frequencies into the audio domain. The frequency of electron
spin precession is transposed from gigahertz to the audible
range and is thereby auralized for the 3 dimensional acoustic
environment in the Allosphere. Visualizations are derived
directly and literally from the audio output and represented
with animations. Conceptually, this project follows in the
evolution of sound generation from earlier developments in
musical instrumentation by the application of electronic pickup
on acoustic instruments to analog signal generation and digital
synthesis, now to map the resonant qualities of a quantum
structure.

On another project, also under the artistic direction of Profes-
sor Kuchera-Morin, we are creating an interactive visualization
and multi-modal representation of unique atomic bonds for
alternative fuel sources. The project is a joint venture with
Materials research Professor Christopher Van De Walle and
the Solid State Lighting and Display Center8. The goal is to
create a unique interactive artistic installation while offering
new insights into the unique bond formation. This highly
unusual multi-center hydrogen bond is formed when hydrogen
replaces oxygen using zinc as a source of conductivity[35].
Using this technique hydrogen may be used as an alternative
fuel source, for instance in a real-world hydrogen car. The
piece we have created allows scientists and casual users to �y
through the 2000 atom lattice. They can navigate through the
soni�cation of the atomic emission spectrums of oxygen and
zinc to the unique hydrogen bond, which has its ownmusical
voice. All sonic information is derived from the transposition
of the atomic emission spectrums to the audio domain. The
visualization, which can be seen in �gure 9, is the direct
mapping of the mathematical calculations of the bond through
the Schrodinger equation.

The development of these test beds among others is geared
towards the development of an open generic software infras-
tructure capable of handling multi disciplinary applications
with common goals, and it will facilitate the development ofan
open ended general computational system for data generation,
manipulation, analysis and representation.

7http://www.csqc.ucsb.edu
8http://ssldc.ucsb.edu/
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Fig. 7: Two screen captures of the AlloBrain interactive recreation of the human brain from fMRI data. In the �rst one most
tissue layers are activated to allow for visualization of realistic facial expressions. In the second one outer layers are faded
to allow for inner navigation into the brain.

Fig. 10: Users in the Allosphere. A group of visitors on the bridge anda researcher interacting with the Allobrain.

Fig. 9: Interactive visualization of atomic bonds for alternative
fuel sources as shown in the Allosphere

VI. CONCLUSIONS

Once fully equipped and operational, the Allosphere will be
one of the largest immersive instruments in existence. But
aside from its size, it also offers a number of features that
make it unique in many ways: fully immersive spherical
projection, multimodal interaction including 3D audio and
novel interfaces, and multi-user capabilities. Such features are
only possible because the instrument has been conceptualized
and designed with all these requirements in mind.

We envision the Allosphere as an important instrument in
the future advance of �elds such as nanotechnology or bio-
imaging and it will stress the importance of multimedia in the
advance of science, engineering, and the arts. In the article
we have shown some �rst results in the form of projects of
most diverse requirements. These initial results feed backinto
the prototyping process but already demonstrate the validity
of our approach.

The prototype system that was designed and described on the
previous pages, gave us the opportunity to visually con�gure
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one quarter of the sphere. We have been able to test luminance,
colorization, pixel mapping, warping and blending; aurally
test a 32 channel 3D audio system, implementing several
sound spatialization algorithms; as well as experiment with
wireless interactive control. Results from this research are
being scaled up to the �rst complete 14-projector, 500-audio-
channel, interactive system for true 3D immersion.
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